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Abstract 

 

Volumetric lighting has been used for years in the animation industry to improve the realism 

of lighting in scenes and to make environments look more beautiful in movies by simulating 

light scattering which produces visible rays of light, often referred to as “god rays”. In recent 

years the advancements of computers and development of optimisations of volumetric 

lighting for real-time applications has allowed the game industry to begin using volumetric 

lights in games. This paper discusses an implementation of volumetric lighting into one of the 

most popular game engines, the Unity game engine, which does not support volumetric light 

natively, and the difficulties that comes with implementing such a complex, yet beautiful 

system. 
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1. Introduction 

Every year, the video games industry aims for higher graphical quality and realism in their 

games to improve player immersion, make their game stand out graphically in comparison to 

competitors and to take advantage of the constantly improving computer and games console 

hardware. To achieve higher graphical quality, new technologies or techniques are developed 

that improve graphics quality while still maintaining a performance level that allows high 

frame rates on their targeted hardware to maintain a smooth player experience. Often these 

techniques are first used in pre-rendered computer graphics such as images and movies. As 

hardware performance improves and as researchers make progress in optimising these 

technologies, they begin to make their way into real-time applications such as video games 

or simulations. Often these optimisations for real-time applications come in the form of 

approximations that still maintain believable results (Wroński, 2015). 

 

A technique that has been popular in recent years is “Volumetric lighting” (Comes under many 

names and variations and so may also be called “Volumetric fog”, “God rays” or “Volumetric 

shadows”). Volumetric lighting is a rendering technique used in computer graphics software 

to simulate the real-life phenomenon of light scattering which is responsible for creating 

visible rays of light such as those from the sun, a torch, street lights or car headlights and 

creating the atmospheric effect of crepuscular rays caused by these rays of light being 

partially obscured by an object, such as clouds partially obscuring the sun. This technique can 

be used in computer graphics as a method of increasing realism, helping build mood of a 

scene or helping to build a focus point in a scene. In recent years, there have been many 

studies into new variations and optimisations of Volumetric lighting so that it may be used in 

real-time applications such as games.  

 

Volumetric lighting is written using shaders, which are small computer programs compiled 

from scripts written in a shader language such as the High-Level Shading Language (HLSL), 

OpenGL Shading Language (GLSL) or C for Graphics (Cg) shading language, that perform image 

based calculations on a Graphics Processing Unit (GPU). (Mark et al. , 2003; Fatahalian and 
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Houston, 2008). A shader is run for each pixel on the screen or each vertex of an object in 

parallel. 

 

Crepuscular rays (also known as “god rays” or “sun rays”) are columns of light that stream 

from a bright light such as the sun, through gaps in clouds or between other objects such as 

holes in roofs or gaps in tree leaves or around an object in the lights path (Van Den Broeke et 

al. , 2010).  It is common for games to fake crepuscular rays by placing them manually, 

however, this is limited to working with static lights and objects and the manual placement 

takes time to set up correctly (Wroński 2015). 

 

In reality, rays of light are visible due to “light scattering” a phenomenon caused by the 

interaction of light and particles in the air such as steam, smoke, or dust particles. Light 

scattering occurs when the light hits these small particles and some of the light is bounced off 

in several directions. Light can bounce many times, losing energy with each bounce, before 

reaching a person’s eye. This is known as “Multi-scattering” (Tóth and Umenhoffer, 2009). 

This process can be simulated in computer graphics; however, it is very costly to performance 

to calculate these bounces and the loss of energy from each bounce, even with a large amount 

of optimisations (Chen et al. , 2011). For this reason, it is more common for real-time 

applications to use “Single-scattering”, which does not take light bounces into consideration 

and is enough to produce a convincing result. Therefore, this implementation will use “Single-

scattering” in its calculations as it requires a performance level suitable for real-time 

applications. 

 

In this document, an implementation of Volumetric lighting will be discussed, for the Unity 

game engine, using graphics shaders written in the Cg shader programming language and C# 

scripts. Unity references its game engine as “The leading global game industry software” 

(Unity Technologies, 2017), however, it lacks an official implementation of Volumetric lighting 

like their biggest 3D game engine competitors, Unreal Engine (Epic Games, 2017) and 

CRYENGINE (Crytek, 2015). 
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1.1. Research Background 

Studies into optimising volumetric lighting for real-time  (Baran et al. 2010; Yusov 2013; Wang 

et al. 2014) have developed several methods that allow volumetric lighting to be simulated 

at frame rates suitable for games. Approximations can improve performance but often have 

negative effects, such as decreased quality and the introduction of graphical artefacts such as 

jagged edges on shadows or the edge of light volumes. Recent studies have found ways to 

reduce or hide these negative effects (Tóth and Umenhoffer 2009; Billeter et al. 2010). Thanks 

to these optimisations and the increasing performance of computers and games consoles, 

Volumetric lighting or some aspects of it have been used in games such as Killzone: Shadow 

Fall (Guerrilla Games, 2013), Assassins creed 4: Black Flag (Ubisoft Montreal, 2013) and 

Fallout 4 (Bethesda Game Studios, 2015). 

1.2. Gap 

The Unity game engine lacks any implementation of volumetric lighting. Unity had provided 

a script called “sun shafts” (Unity Technologies, 2017b) until their version 5.5 release and 

removed it for later updates. It simulated crepuscular rays, one of the major features of 

Volumetric lighting but was quite limited as it was ugly in comparison to other methods of 

simulating crepuscular rays, was limited to working on a single light source and only worked 

while the camera was facing that light source. 

1.3. Purpose 

1.3.1. Aim 

This thesis aims to identify an optimal solution to implementing Volumetric lighting within the 

Unity games engine, that can run at a frame rate suitable for real-time applications. 

 

1.3.2. Objectives 

The objectives that this thesis aims to meet are as follows: 

 

• To identify and analyse modern solutions to implementing Volumetric Lighting in real-

time applications. 

• To identify and implement a Volumetric lighting solution in the Unity Games Engine 
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• To achieve a minimal performance impact from the implementation so that it may run 

smoothly in real-time applications 

• To achieve a graphically pleasing implementation with minimal graphical artefacts. 

• To achieve a solution that works on multiple light sources and of the varying types of lights 

that Unity provides. 

• To allow user control of the implementation so that they may balance between their 

preference of quality and performance in the different areas of the implementation. 

 

1.3.3. Research Question 

How can volumetric lighting be implemented in the Unity game engine, while maintaining 

quality and a playable frame rate in a real-time application? 

 

1.4. Report Outline 

This thesis is divided into 5 Chapters. 

Chapter 1, this chapter, introduces what Volumetric lighting is and why it is important for it 

to be implemented into the Unity game engine. 

Chapter 2 reviews existing literature in relation to Volumetric lighting and the various 

methods of implementing it. 

Chapter 3 describes the design of the research and the plan of how the project will be 

developed to meet its aims and objectives.  

Chapter 4 reviews the implementation of the project, how things were implemented and 

what did and didn’t work.  

Chapter 5 is the results of the thesis and explanations of these gathered results. 

Chapter 6 discusses the conclusion of all the findings of the research, what they mean for the 

overall subject and if the results show the aim of the thesis was met. This chapter will analyse 

what worked and what didn’t for the implementation of Volumetric lighting into the Unity 

games engine and what could be improved for the implementation. It will compare the final 

resulting project to the objectives of the thesis and analyse if these objectives have been met. 
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2. Literature Review 

2.1. Introduction 

Before implementing Volumetric lighting in the Unity game engine, past research and 

implementations of Volumetric lighting for use in real-time applications must be analysed in 

a literature review. This review will look at what atmospheric scattering is and how it can be 

convincingly simulated with minimal performance impact. Different methods of sampling to 

vastly improve performance of ray-marching will then be evaluated. Finally, modern 

implementations of Volumetric lighting will be evaluated for how they work and their 

advantages and disadvantages. Then the most appropriate method of simulating Volumetric 

lighting can be found and any past mistakes by other researchers can be avoided when the 

implementation for Unity is created. 

2.2. Atmospheric scattering 

Atmospheric scattering is when light collides with particles in the atmosphere such as air, fog, 

dust etc. and is absorbed by the particle and/or scattered.  

 

Atmospheric scattering is made up of two types of scattering known as In-Scattering and Out-

Scattering.  

In-scattering is the scattering of light towards the viewer/camera, resulting in a higher 

radiance value.  

Out-scattering is the scattering of light away from the viewer/camera resulting in a lower 

radiance value.  

 

In reality light is scattered multiple times before it enters the camera/eye. This is known as 

multi-scattering. To simulate multi-scattering is difficult and performance intensive and so it 

is rarely used in real-time applications. Real-time applications instead use single-scattering 

which although isn’t realistic, gives a very believable effect at a much lower performance cost. 

(Billeter et al. 2010) 
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2.2.1 Mie Scattering model 

The Mie scattering model is used for the simulation of volumetric lighting (Vos, 2014; 

Wroński, 2015). Mie scattering describes how light is dispersed when colliding with spherical 

particles in the atmosphere like dust (Jackèl and Walter, 1997). We assume all our scattering 

particles are spherical for our calculations as the majority are, or are close to being spherical 

(Wroński, 2015). Mie scattered light is scattered more in the forward direction when 

scattered by bigger particles. 

 

2.2.2 Phase function 

A phase function is used in scattering calculations to approximate the distribution of light 

after colliding with a particle, using the direction that light originated from (Schmaltz, 2004). 

This can be used to determine how much light will be in-scattered towards the camera. The 

phase function used depends on the scattering model that is being simulated.(Cerezo et al. 

2005) 

 

2.2.3 Henyey-Greenstein phase function 

A common phase function for the approximation of Mie Scattering is the Henyey-Greenstein 

phase function (Henyey and Greenstein, 1941) (Equation 2.1). This phase function is 

advantageous to the implementation of Volumetric lighting within real-time applications. This 

is because it provides a realistic looking approximation while being performance efficient due 

to its simplicity in comparison to other, more accurate phase functions. It is used in the 

Volumetric lighting implementations of B. Wronski (Wroński, 2015) and Nathan Vos (Vos, 

2014). 

 

Equation 2.1 

𝑝(𝜃) =  
1

4𝜋
 

1 − 𝑔2

(1 + 𝑔2 − 2𝑔 𝑐𝑜𝑠(𝜃))3/2
     

 

g = Anisotropy Factor. g is a value between -1 and 1. It controls how much light will be 

scattered in the forward direction. In reality, this value depends on the size of particles the 

light is hitting in the atmosphere. However, it will be user controlled, per light within this 
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implementation, to allow the user to control how the scattering will look for each unique light 

source. 

 θ = The angle between the light vector and view vector. 

 

2.2.4 Light Extinction 

Light extinction defines how much of the light is lost through out-scattering and absorption. 

The amount of light extinction is defined by the extinction coefficient which is equal to the 

absorption coefficient + scattering coefficient. Light extinction is an exponential function of 

the distance light has travelled within a given medium(Wroński 2015). 

The Beer-Lambert Law (Schmaltz, 2004; Cerezo et al., 2005; Wroński, 2015) (Equation 2.2) can 

be used to calculate transmittance and thus calculate the extinction of incoming light. 

Transmittance is the amount of light that passes through a particle and is not lost to light 

extinction. 

 

Equation 2.2 

𝑇(𝐴 → 𝐵) = −𝑒∫ 𝛽𝑒(𝑥)𝑑𝑥
𝐵

𝐴    

 

βe = Extinction coefficient 

 

2.3. Sampling 

Due to the performance expense of ray-marching from each screen pixel with many samples 

along each ray-marching ray, methods to reduce the number of samples are often used to 

minimise its expense. Simply reducing the number of samples for each ray without using a 

sampling technique results in the ray-marching missing smaller objects, an aliasing effect 

being introduced due to the samples having a larger effect on the screen or overall reduced 

quality (Engelhardt and Dachsbacher, 2009; Chen et al., 2011). The 2 most common 

techniques to reduce samples used are Epipolar sampling and Interleaved sampling. 

 

2.3.1 Epipolar sampling 

Light shafts on the screen all emanate radially from the position of the light on the screen. As 

pointed out by Engelhardt and Dachsbacher (Engelhardt and Dachsbacher, 2009) in-scattered 
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light varies perpendicularly to these rays but mostly smoothly along them. From this 

observation they proposed placing samples along the epipolar lines. The values between can 

then be obtained by linearly interpolating the samples therefore reducing performance due 

to a large decrease in samples while still retaining reliable and good-looking results. They also 

placed samples at points along the epipolar lines at points where there is a substantial change 

in depth so as not to miss fine details. Epipolar sampling can take advantage of the GPUs 

ability to run many calculations in parallel, making it even less performance intensive(Chen et 

al. 2011).  

 

Chen et al. (2011) suggested using 1D min/max binary trees to further optimise epipolar 

sampling. All camera rays in an epipolar slice share the same plane and the intersection of 

that plane with the shadow maps form a 1D height map which can be stored in a 1D min/max 

binary tree.  The 1D min/max binary tree can then be used to efficiently find any shadowed 

regions, rather than simply stepping through each shadow map texel as older epipolar 

sampling methods did. 

Epipolar sampling is very efficient, however it is limited to a single light source.  

 

2.3.2 Interleaved sampling 

Tóth and Umenhoffer (2009) draw attention to how neighbouring pixels will share similar 

results for in-scattered light calculations from ray-marching and that this can be exploited by 

using Keller and Heidrich’s Interleaved Sampling (Keller and Heidrich 2001). Interleaved 

sampling works by grouping pixels into set size tiles (usually 4x4 or 8x8) and evenly 

distributing the samples over each pixel in that tile. Each pixel in that tile will thus have a 

unique offset for the length of the ray so that its samples are placed along the ray at different 

points in comparison to the rest of the pixels in that tile. The distribution of the unique offsets 

can be random so as not to have a repetitive pattern or can be based on a dither pattern so 

that the results have a dithering effect which gives a smoother result from blurring if a blur is 

used. The values in all pixels in a tile are then combined. With interleaved sampling in place, 

the number of overall samples can be reduced. Glatzel (2014)  and Vos (2014) use similar 

variations to this for their implementations of Volumetric lighting in their games Lords of the 

Fallen and Killzone: Shadow Fall respectively. Vos’s implementation however is slightly 
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different in that he uses a greyscale 2D texture to store and read offsets. This texture he uses 

is based on a Bayer matrix, so as to give a better distribution of sample points. 

 

2.4. Egor Yusov’s implementation 

Yusov’s (2013) implementation called “Practical Implementation of Light Scattering Effects 

Using Epipolar Sampling and 1D Min/Max Binary Trees” uses a combination of epipolar 

sampling and 1D min/max binary trees and adds his own semi-analytical solution to a 

scattering integral due to a point light source. It also provides variables for a user to adjust so 

that they can trade performance for quality in areas of their preference or vice-versa. Due to 

using both epipolar sampling and 1D min/max trees it is very efficient for performance. 

 

2.4.1 Performance 

Yusov tested his implementation on a Nvidia GeForce 680 GTX graphics card, a high-

performance graphics card from 2012, at 2560x1600 resolution. His implementation ran at 

an average of: 

• 5.9ms on high Quality setting 

• 3.2ms on balanced setting 

• 2.2ms on high performance setting 

 

2.5. Bartlomiej Wroński’s “Volumetric fog” 

B. Wroński’s (Wroński, 2014, 2015) “Volumetric fog” technique for the game Assassins Creed 

4 (Ubisoft Montreal, 2013) simulates Volumetric lighting and other effects caused by 

atmospheric scattering. B. Wroński states that it simulates the following effects: 

 

• “Fog with varying participating media density” 

• “Smoke and haze” 

• “Crepuscular rays or light shafts” 

• “Volumetric lighting and shadows” 
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His implementation is based on 2D ray-marching based solutions (Tóth and Umenhoffer, 

2009; Yusov, 2013) which are the most modern solutions to Volumetric lighting, but he 

attempts to use volumetric textures to turn it into a more 3D version to overcome several 

disadvantages of 2D ray-marching. Wroński (2015) states the disadvantages of 2D ray-

marching that his solution can overcome are: 

 

• Epipolar sampling solutions improve performance but are limited to uniform participating 

media density and a single light source. 

• Due to current GPU power, the effects are typically limited to smaller resolution buffers, 

which produce visual artefacts. If this is then up-sampled as a solution to this issue, it can 

miss some thin geometric features or in high contrast images it can introduce visual 

artefacts. Wronskis solution still uses small resolution buffers, however, since it is 3D it 

can take advantage of trilinear filtering which prevents the edge artefacts caused by the 

low-res image. 

• Most algorithms are not compatible with forward rendering. 

• Most algorithms are not compatible with multiple layers of transparent objects. Nathan 

Vos’s (2014) implementation however is an exception to this, by using low res 3D volumes 

for particle shading 

 

Wronskis implementation is newest, most complex and the most advanced implementation 

to date. An overview of Wroński’s implementation: 

 

• Supports multiple light sources 

• Uses 3D textures aligned to the camera view frustum with an artist defined amount of 

depth slices exponentially distributed based on depth. 

• Uses compute shaders (This makes it difficult to implement and limits it to hardware 

supporting compute shaders and DirectX 11 or above). 

• Works in both deferred or forward rendering 

• Supports multiple levels of transparency 

• Uses exponential height density of particles to simulate how particles gather in greater 

quantities nearer to the ground. 
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• Uses a Perlin noise shader to simulate dust within the light shafts 

 

2.5.1 Method 

This implementation runs as 4 Separate passes in the shader: 

 

1. Estimating the density of participating media 

2. Calculating in-scattered lighting 

3. Ray marching 

4. Applying the effect to shaded objects. 

 

2.5.2 Performance 

The algorithm was implemented in the game Assassins creed 4: Black Flag (Ubisoft Montreal, 

2013) for Xbox One, PlayStation 4 and Microsoft Windows. Wronski provided performance 

information for the implementation on the Xbox One on which it ran at 1.1ms and 1.6ms in 

double resolution. 

 

2.6. Nathan Vos’s implementation  

Vos’s implementation (2014) for the game Killzone: Shadow Fall (Guerrilla Games, 2013) 

works by first rendering a shape for each light based on the lights type. For point lights a 

sphere is rendered, for spot lights a cone and for directional lights a quad that covers the 

screen for each shadow map cascade (‘Taking Killzone Shadow Fall Image Quality Into The 

Next Generation’ 2017). Then for each pixel it calculates the line segment along the view ray 

which is within the lights shape. Ray-marching is then performed in steps to light samples that 

are placed across the line segments. The amount of lighting of each sample is scaled with the 

size of the ray-marching steps (so that longer segments have stronger lighting) and the 

scattering equation. All samples along each line segment is then added together and added 

to the scene. 

 

Vos’s implementation uses 2D ray-marching with light scattering direction calculations using 

the Henyey-Greenstein (Henyey and Greenstein, 1941) phase function. This implementation 

uses half resolution for calculating the effect to save on performance and uses bilateral up-
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sampling to scale the effect up to normal resolution again without causing blurring of object 

edges. A variant of interleaved sampling (Keller and Heidrich, 2001) is used to allow for lower 

samples in ray-marching, however in this implementation the pattern for offsets is stored as 

a greyscale image. A bilateral Gaussian blur filter is applied after the sampling to smooth out 

the results of the volumetric lighting. His implementation also allows for transparent objects 

unlike most other ray-marching solutions. 

 

This implementation controls scattering amounts by using particle effects, to allow for giving 

the lighting a smoke or dust like look and to allow artists to control lighting in a more dynamic 

way. The particles get rendered into a 3D texture that holds multiple values for scattering 

amount over the depth of each screen pixel. The texture is cut into depth slices which are 

distributed using a formula (Vos, 2014) (Equation 2.3), so that they are distributed in closer 

proximity to each other the closer they are to the camera. 

 

Equation 2.3 

𝑑(𝑖) =
𝑖

(𝑁−1)

𝑐
∗ 𝑅  

 

d = Depth 

i = Index of the slice 

N = Number of depth slices 

R = Range of the depth 

C = Curvature of the function 

 

To lookup the depth coordinate of the 3D texture so that it can be sampled, formula (Vos, 

2014) (Equation 2.4) is used. 

 

Equation 2.4 

𝑙𝑜𝑜𝑘𝑢𝑝 𝑑𝑒𝑝𝑡ℎ =
𝑣𝑖𝑒𝑤 𝑠𝑝𝑎𝑐𝑒 𝑑𝑒𝑝𝑡ℎ

𝑅

(1/𝐶)
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2.6.1 Performance 

Unfortunately, Vos doesn’t provide any performance information with his implementation 

but as we can see with it being implemented into Killzone: Shadow Fall which is a graphically 

intensive game, his implementation is very well suited for real-time applications.  

 

2.7. Conclusion 

After analysing how light is scattered and calculated, a better analysis of the Volumetric 

lighting implementations can be given. Scattering of light involves complex calculations that 

would take too long to compute for a real-time application. Fortunately, there are 

simplifications that can be made to cut down on computation times, for example using single 

scattering of light, therefore reducing computations to that of a single bounce for each ray of 

light and allowing the separation of out-scattering and absorption to be ignored and replaced 

with light extinction, as once the light is out-scattered in single scattering, it cannot bounce 

back and change to being in-scattered. The Volumetric lighting implementations use a lot of 

approximations so long as the result is convincing, even if it is unrealistic, which also helps 

speed up calculations, such as using the Henyey-Greenstein phase function instead of a more 

complex but more accurate phase function. These approximations bring the conclusion that 

maybe more approximations can be made while still maintaining believability. 

 

When analysing sampling, epipolar sampling appears to be more thoroughly researched than 

any other sampling technique and gives better results with better performance. However, it 

has the major drawback of being limited to a single light source. Real-time applications rarely 

use a single light source and because of this, a different sampling method seems to be the 

better direction to take. Many of the modern implementations use variants of interleaved 

sampling, such as those used by Vos (2014) and Wroński (2015), which provide great 

performance and quality when mixed with a smoothing algorithm and so this seems to be the 

better choice to take. 

 

Glatzel’s (2014) implementation was left out of the analysis in this document, as only an 

overview presentation was provided which didn’t provide nearly as much information as the 

other implementations. Glatzel’ s implementation also does not provide anything new and is 
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only a collection of chunks of the other implementations and so was not analysed in this 

document. This is not to say it is a bad implementation, however reviewing it would simply 

be repetition of chunks from the other implementations.  

 

From the 3 modern implementations of Volumetric lighting that we analysed, they each have 

their own advantages and disadvantages in comparison to each other. One of the main 

objectives of this thesis is performance, however the 3 implementations are all well suited to 

real-time applications and it is difficult to test which has the better performance as they have 

all been tested on vastly different hardware, and in the case of Vos’s implementation, no 

performance stats were given. Therefore, they must be compared for their features and not 

performance. Unfortunately, the implementation by Yusov uses Epipolar sampling and so is 

limited to a single light source, as pointed out above. This combined with the fact it doesn’t 

have an implementation within a video game to show it as tried and tested, as is the case with 

the other 2 modern methods, makes it look like the least optimal of the 3 for an 

implementation within Unity. 

Wronski’s and Vos’s implementations both have great quality, while supporting multiple light 

sources and transparency. 

Wronski’s implementation seems to be the bigger breakthrough implementation of the 3, 

with it attempting to become a more 3D solution, working on both deferred and forward 

rendering and being compatible with lighting coming from external ambient and global 

illumination models. It is however very complex with trying to be more 3D and using complex 

compute shaders rather than standard vertex/fragment shaders. 

While Vos’s implementation is limited to only deferred rendering, it uses 2D ray-marching 

which has been extensively researched and is largely tried and tested at this point, with a lot 

of research having been done on 2D ray-march approaches. This along with the complexity of 

Wronski’s implementation, makes Vos’s the better choice to use as a basis for implementing 

Volumetric lighting within Unity 
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3. Design and Methods 

3.1. Introduction 

This chapter will cover the initial plans for the project and planned methods to be used in this 

implementation to simulate volumetric lighting in the Unity game engine. For this, the 

implementation described by Nathan Vos appeared to be the best to use as a basis.  The 

method used in this document will be 2D ray-marching along the view rays of the cameras 

pixels, calculating the amount of in-scattered light contributed by the volumetric light and the 

amount of transmittance, at sample points. A bilateral Gaussian blur will be used to smooth 

out the result. Interleaved sampling will be used to allow for a lower amount of sample points, 

therefore improving performance and to give an improved result from blurring. If the user 

chooses to, the calculations can be run at a lower resolution to trade quality for performance, 

in which case a bilateral up-sampling will be used to return the result to the screen resolution 

while minimising the amount of blurring along object edges within the light’s volume. For 

performance reasons lighting calculations will assume single scattering and particles are 

assumed to be pure white and so do not affect reflected colour.  

 

3.2. Functional requirements 

• Renders Volumetric lighting  

• Graphical artefacts will be blurred out. 

• Adjustable by the user to trade performance for quality or vice versa in several areas of 

the program 

• Adjustable on a per light basis 

• Setup by user will be limited to dragging scripts onto lights and cameras in Unity and 

adjusting variables from within Unity to control lighting to their liking. 

 

3.3. Non-functional requirements 

• Run with an average frame time of less than 1.5ms. 

• GPU Video Ram usage less than 10MB 
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• Support more than 1 light source 

• Works while facing away from light source 

• Support HDR (High Dynamic Range) 

 

3.4. Classes 

 

As shown in Figure 3.1 this implementation will consist of four classes. 

VolumetricLightingLight and VolumetricLightingCamera are scripts written in C# that will be 

attached to lights and cameras respectively, within the Unity game engine’s editor. The user 

will attach the VolumetricLightingLight script to any light source that they wish to have 

volumetric lighting and the VolumetricLightingCamera script to any camera that they wish to 

render volumetric lighting on. The user will be able to adjust any of the public variables of the 

VolumetricLightingLight script on a per light basis within the unity game engines editor to 

affect how the volumetric lighting will look for that light. These variables will be passed over 

to the shader files at runtime. 

Figure 3.1 : Volumetric lighting classes 
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LightVolume and AddVolLightToScreen are shader files that handle the majority of the work. 

The VolumetricLightingCamera script shown in Figure 3.1 is attached by the user to any 

camera they wish to render Volumetric lighting. Shaders will run once for each pixel of the 

camera that they affect. For the VolumetricLightingLight shader this will be every pixel that 

contains the volume of the light and for the VolumetricLightingCamera shader this will be the 

full screen. For the LightVolume shader, final light calculations of all lights will be added to a 

totalLightTexture which the AddVolLightToScreen will read from to render the effect to the 

screen. 
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Figure 3.2 : Activity Diagram 
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Figure 3.2 shows the steps the Volumetric lighting implementation will take. This 

implementation supports 3 different light types. For each light that is attached with the 

volumetric lighting script, a shape is rendered that represents the volume of that light. For a 

point light, this will be a sphere, for a spotlight, a cone and for a directional light, quads that 

are the size of the screen, for each shadow map cascade of that directional light. This created 

shape will be attached with a material that uses the custom Light Volume shader. 

 

Shaders run once for each pixel on the screen that the object using them covers. In the custom 

shader a ray-marching loop is run to calculate the lighting and transmittance contributions 

for each pixel.  

 

For point lights and spotlights the line segment of the pixel’s view ray that intersects the light’s 

volume is calculated. The line segment stops at any geometry it meets as the rest of the ray 

will be occluded from the cameras view. Ray-marching is performed which steps across this 

line segment to sample points which have their positions determined by a user defined 

number of ray-marching steps and by using interleaved sampling with a sampling pattern 

texture. At each sample, a check is performed using shadow maps to find if the sample can 

be seen by the light that the shader is attached to. If it fails, the sample is skipped. If it passes 

the light contribution is calculated using the Henyey-Greenstein phase function (Equation 2.1) 

and the transmittance is calculated using the Beer-Lambert Law (Equation 2.2). To save on 

performance, it will be assumed that the anisotropic value is not modified during runtime and 

so the Henyey-Greenstein phase function will be simplified at beginning of runtime. 

 

For directional lights ray-marching is performed for each shadow map cascade. Ray-marching 

is performed with interleaved sampling pattern along the pixel’s view ray from the light’s 

shadow map cascade’s near-depth, to its far-depth. The samples depth is compared against 

the depth buffer and if it is deeper the ray-marching loop exits, as any deeper samples are 

obscured by geometry. If it isn’t, then another check is performed to find if the sample is 

visible by the light or if it is obscured from the light by geometry, by checking values in the 

shadow map cascade. If it fails, the sample is skipped, and ray-marching continues to the next 

sample. If it passes, the light contribution and transmittance are calculated in the same way 

as with point lights and spotlights. 
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After ray-marching is completed, each pixel has their light contribution samples totalled and 

their transmittance samples totalled and stored in a light buffer. The light buffer is then 

processed by a depth aware Bilateral Gaussian Blur to smooth out the dithering artefacts from 

interleaved sampling and any other graphical artefacts without decreasing quality of objects 

within the lights volume. If the user chose to use a lower resolution for the effect, a bilateral 

up-sample is used to rescale the results to the resolution of the screen without causing 

blurring of edges of surrounding objects. 

 

The light buffer is then additively inserted to an accumulation buffer. After all volumetric 

lights have completed their calculations and inserted them into the accumulation buffer, the 

buffer can be rendered to screen by multiplying the old pixel colour with the accumulated 

transmittance and adding the accumulated lighting contribution. 

 

3.5. Conclusion 

The implementation of Volumetric lighting uses a lot of complex calculations and so requires 

many tricks to reduce performance cost. It is important to remember that performance isn’t 

the only goal with this implementation and that high quality and user control are just as 

important to this implementation and so balance is key in the methods used. The 

performance optimisations, such as reduced resolution and reduced samples tend to cause 

artefacts, so the blur is required with them to smooth out these artefacts. This blur then 

comes with its own problem of reducing quality of objects within the light volume and so it is 

important that the blur be depth aware to avoid this issue. The reduced resolution also has a 

similar problem in that a simple upscaling would blur object edges and so a depth aware 

bilateral up-sampling must be used.  
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4. Implementation 

4.1. Introduction 

This chapter will cover the implementation of the plans set out in the method chapter above, 

the difficulties encountered during implementation and the things that have changed. Due to 

the difficulty of debugging shaders and the lack of documentation from unity on their shaders 

and graphics engine, there were a lot of setbacks through development of the project and so 

rendering of spotlights has too much graphic artefacts and volumetric lighting was not 

implemented for direction lighting due to lack of time. These problems will be covered in 

more detail throughout this chapter. 

 

4.2. Implementation 

4.2.1  Render Mesh 

The lights shape is represented by a procedurally generated mesh, created to the size of the 

lights volume. The mesh is created by the “MeshCreator” C# script, with user adjustable 

variables within the Unity inspector allowing for adjustment between quality and 

performance via changing of the number of loops in the created mesh. Creation of the meshes 

is done by first creating its vertices and placing them in an array. Then an array for triangles 

is created which places each triangles vertices into the array in groups of three to represent 

the 3 vertices of each triangle. 

 

For a point light, a sphere is created by first creating all its vertices, relative to the light source 

position and placing them in an array. The pole vertices are created knowing that they each 

sit at the positive and negative radius distance along the Y axis. Then loops of vertices are 

created, evenly distributed between the pole vertices by spacing them along the Y axis by 

(180/number of Y loops). The X and Z positions of the vertices around each loop are calculated 

by imagining the loop as a circle with each point having an angle on that circle, that is 

distributed by (360/number of X loops). The X position can then be calculated using (radius * 

Cos(Angle) * Sin(Angle)) and the Z position calculated using (radius * Sin(Angle) * Sin(Angle)). 

The sphere triangles are then created by placing the vertices representing the triangles into 

arrays in their groups of three. The vertices must be added to the array in a clockwise order 
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around the triangle, so that their normals are placed pointing in the right direction. The 

triangles around the pole vertices are created first using a for loop for the number of X loops 

with each loop adding the 3 vertices representing the current triangle. Then the rest of the 

triangles are created by looping through the Y loops, with an inner loop through the X loops, 

creating 2 triangles for each X loop that makes up a Quad.   

 

For spotlights, a cone is created in the same way as with the point light sphere, by first creating 

all the vertices in an array and then creating all the triangles by placing the vertices related to 

the triangles in groups of three into the array. The cone first creates a vertex at its origin and 

then creates a loop of vertices in the same way the spheres cap was created, at the max light 

range. The triangles for this loop are also created in the same way as with the spheres cap. 

For the flat end of the cone, the loop of vertices is filled in with triangles. This is done in quad 

sets, by starting with 2 vertices beside each other and progressing around the ring in opposite 

directions, adding the triangles, until they reach the last 2 vertices beside each other and stop. 

After the triangles are all created a Mesh object is created and the vertices and triangles 

arrays are assigned to the mesh object. 

 

The created mesh is then rendered with a material that uses the volumetric light shader which 

renders the result to a RenderTexture known as a “volumetric light buffer”. Originally the 

mesh was rendered by adding a MeshRenderer component to the light via code and assigning 

the mesh to it. However, there were issues with this approach where any volumetric light that 

didn’t have objects behind it, except for the skybox, were not being rendered. This was found 

to be because Unity seems to render the skybox after everything else but only on pixels that 

have had no depth value assigned. Because the volumetric light shader needs to have depth 

writing off due to it not representing a solid object, this caused the skybox to render over the 

volumetric light on any pixel that had no other objects rendering to it. To work around this, 

the mesh drawing was changed to instead render using a command buffer which renders the 

result to a “RenderTexture” called the “volumetric light buffer”. The volumetric light buffer is 

then drawn to the screen as an image effect after all volumetric lights have written to it. 
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4.2.2 Volumetric light shader 

The volumetric shader which is run for each pixel on the screen that contains the lights mesh, 

works by taking steps in the direction of the pixel from one end of the light mesh to the other, 

and performing calculations at each step to calculate the volumetric lighting. To start this 

process, the shader first calculates the intersection length of the lights volume. The notes for 

working out the intersection length of both the sphere and cone are attached in the appendix. 

The cone intersection in the project still doesn’t give fully accurate results. There seems to be 

some floating-point error issues causing the returned value to be too far off the actual 

intersection length in some cases which results in bits of light being rendered in front of 

objects when they are actually behind as the intersection length returned is too large and so 

the start point comes too close to the camera. 

After knowing the intersection length, the shader uses this to calculate the starting position 

of the ray hitting the cone and checks the distance to that point. A depth value is sampled 

from the cameras depth texture for the current pixel and if the depth is smaller than the 

distance to the cones intersection start, then a zero value is returned for the colour of this 

pixel as this means there is an object in front of the light. 

The shader then performs a raymarch, stepping along the ray, and performing calculations at 

each point. Before performing the calculations at each point, the shadowmap for the current 

light is sampled to check if the current position is visible to the light or if it is being occluded 

by another object. If it is not visible, then two calculations are performed. The Henyey-

Greenstein phase function is run to check the contribution to the volumetric light at this point 

and the result is then multiplied by the raymarch step size to make smaller step rays, collect 

less light. The transmittance for each step with the transmittance formula which gives the 

total amount of the original source pixel which should show through the volumetric light.  

 

4.2.3. Lower resolution volumetric calculations 

To cut performance costs, the ability to render the volumetric lighting at a lower resolution 

was added. This is done by providing two extra lower resolution versions of the volumetric 

light buffer at half and quarter resolution. Each light renders to the volumetric light buffer 

that is equal to its set calculation resolution. After all lights are rendered the quarter 

resolution buffer is rendered to the Half resolution buffer using a depth aware Bilateral up-

sampling shader and the same is done after from the half to the full resolution buffer. To 
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calculate at half and quarter resolutions, the depth texture used needs to be downscaled to 

the same size. This is done by using a depth downscaling shader.  

Normally textures are downscaled by averaging the high-resolution pixels that form each new 

low-resolution pixel, however this doesn’t work properly for depth textures as the resulting 

depths would not equate to any real surface in the scene. This is because if 2 pixels were 

averaged together and one represented a surface 1 unit away and the other represented 

surface 100 units away, the resulting depth would be 50 units away which doesn’t actually 

represent any surface in the scene and would result in some volumetric light sticking through 

surfaces in the depth checks. To avoid this problem, the depth texture is downscaled by going 

through each pixel, getting the depths of all the high-resolution pixels that make up this new 

pixel and finding the smallest value using a min function. The resulting pixel then represents 

the closest surface in all these pixels. The command buffer that passes this shader to the GPU 

then sets the result as a global shader variable so that it can be used in the volumetric lighting 

shader and the depth aware bilateral up-sampling shader. 

 

4.2.4. Depth aware bilateral up-sampling 

For the up-sampling shader that scales the lower resolution buffers up, it first finds the 

positions of the 4 nearest low-resolution pixels and stores their depth converted into a linear 

depth. The depth textures actually store depth in a 0 to 1 range with depths stored more 

densely the closer the depth is to the camera as this makes closer values more precise, thus 

it needs to be converted into a distance from the camera via a unity provided function called 

LinearEyeDepth. Weights are then assigned for each low-resolution pixel to decide how much 

of an effect they will have on the final result. The weights are first set based on bilinear 

weighting which sets the pixels based on their distance from the high-resolution pixel, with 

the furthest being set to a weight of 1/16, the two middle distance pixels set to 3/16 and the 

closest pixel being set to 9/16. Weights of each low-resolution pixel are then divided by the 

difference in depth between that low-resolution pixel and the high-resolution pixel so that 

larger depth differences have less impact on the final pixel result, which helps stop the up-

sampling from causing blurring on sharp edges. The weights are then each divided by the total 

of all weights, so as to normalise them in a 0 to 1 range. Finally, the resulting high-resolution 

pixel colour is calculated by multiplying the colours of the 4 low resolution volumetric light 

buffer pixels by their weights and adding the results together. 
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4.2.5. Interleaved sampling 

Interleaved sampling was used to distribute the raymarch samples more efficiently and allow 

for a much smaller amount of samples per ray. This was done using a small greyscale texture 

of a Bayer matrix dither pattern.  A Bayer matrix dither pattern gives a much better 

distribution of the samples than in comparison to using a randomly generated noise pattern. 

The implementation has 3 options to the user for their personal preference for the size of the 

texture between 2x2, 4x4 and 8x8. During raymarching, the calculation position is offset by 

the value in the interleaved sampling texture that the current pixel corresponds to, multiplied 

by the step size so as to distribute it throughout the step. The pixel to sample in the texture 

is determined by getting the current screen pixels UV position value and converting it into a 

pixel position then getting the remainder of this number divided by the dither textures pixel 

size width and height. 

4.2.6. Blur 

To blur the result, which smooths out artefacts in lower calculation resolutions and artefacts 

from interleaved sampling, a Bilateral Gaussian blur is used. The blur is done by passing the 

volumetric lighting buffer through a blur shader with two passes, one which blurs horizontally, 

and one blurs vertically. The blur is done in a similar way to the bilateral up-sample. It samples 

the source pixel and 3 pixels to its left and 3 to its right. A weight is then calculated for each 

sample, to get its effect on the final pixel colour. The weight for each pixel starts based on a 

Gaussian distribution function. Then in the same was as with bilateral up-sampling, the 

weights are then scaled based on depth difference to the source pixel and normalised by 

dividing them each by the total of all weights to get a value between 0 and 1. The final colour 

is then calculated using these weights to decide the amount each sample colour contributes 

to the final pixel. 

 

4.3. Further problems faced 

4.3.1 Lack of unity documentation 

Unity lacks a lot of documentation for its shaders and most things related to its graphics 

engine. Due to this, the source code of its “include” files which are its libraries to import into 

a shader to use, are the only way to find out which functions exist and what they do by looking 
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at how the library files use those functions or how they are defined in them. One problem 

faced because of this is that unity doesn’t specify in its documentation that using a Blit 

command wipes the source texture. 

4.3.2 Front face culling problem 

Initially the volumetric lighting shader was set to cull back faces as normal and all calculations 

assumed that they could find the start position. This was changed to culling front faces and 

thus only rendering the faces inside the light mesh. It was changed to be this way after 

noticing the volumetric lighting wont work if the camera is inside the light volume and so it 

was swapped around and lighting now starts at the camera if it is inside the light volume, 

which is calculated from C# and passed into the shader each frame. 

4.3.3 No access to shadowmap in shader 

The shadowmap is not available through standard unity shader variables or functions, so to 

access it, the command buffer that renders volumetric lighting was set to run at the point in 

the rendering process, just after the shadowmaps had been generated by Unity. This way the 

shadowmap can be accessed by accessing the current RenderTexture that unity is set to draw 

to which is the shadowmap in this case and having the command buffer set a copy of it as a 

global shader property, right before calculating the volumetric light. This way the volumetric 

lighting shader can then access this variable to get the last rendered shadowmap, which will 

be the one for the light source the volumetric lighting is attached to. 

4.3.4 Difficult debugging of shader 

Shaders were difficult to debug any time a problem occurred. There are no real debugging 

options for shaders as it is all ran on the GPU. The only options to debug are to run through 

code and imagine what is happening, or convert the result to a 0 to 1 range value by guessing 

what it currently is or should be and then returning that to the screen to render so that an 

educated guess can be made by the pixel colour 

4.3.5 Wrong model-view-projection matrix given by unity 

After changing to rendering from the command buffer that is run after the shadowmap is 

created in Unity’s graphics pipeline, the mesh wouldn’t render. After a lot of debugging the 

problem turned out to be the model view projection matrix which is used to convert a mesh 

vertex position from object space into screen space position for the current rendering pixel. 

The reason it was wrong is because the command buffer is running after the shadowmap is 
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created and so while unity internally renders the shadowmap it uses what it calls a virtual 

camera, at the position of the light to do its shadowmap creation. This caused a problem with 

the model view projection as it was thinking the light source was the camera and trying to 

convert to its screenspace instead of the actual camera. To work around this, the model view 

projection was calculated manually in C# each frame and passed to the shader before 

volumetric light rendering. The shader could then use this custom model view projection 

instead.  
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5. Results 

5.1. Introduction 

This chapter will cover the results of the tests of the implementation.  

The implementation will be tested on a laptop with the following specs:  

• Processor: i7 3630QM 

• GPU: Nvidia GTX 670MX 

• RAM: 16GB 

Tests will be done at a resolution of 1920x1080 

Performance results will be gathered by using the Unity game engines built in GPU profiler to 

get the total scene render time on GPU. A simple scene will be used to avoid rendering 

overhead from the rendering of other objects as the performance of volumetric lighting won’t 

be affected by the complexity of surrounding objects, just the amount of light that is visible 

on the screen. The lighting implementation will be tested with a point light several times with 

different setups: 

• No volumetric lighting 

• No optimisations at 100 samples 

• Interleaved sampling 
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5.2. Results 

5.2.1 No volumetric lighting: 

No volumetric lighting in the scene: 

 

Total scene GPU time per frame: 4.260ms 

 

5.2.2 Volumetric lighting - no optimisations – 100 steps 

Single light volumetric lighting with 100 raymarch steps 

 

Total scene GPU time per frame: 25.026ms 
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5.2.3 Volumetric lighting – half resolution – 100 steps 

Single light volumetric lighting with 100 raymarch steps and half resolution calculation 

 

Total scene GPU time per frame: 12.456ms 

 

5.2.4 Volumetric lighting – quarter resolution – 100 steps 

Single light volumetric lighting with 100 raymarch steps and quarter resolution calculation 

 

Total scene GPU time per frame: 9.449ms 

 

 

 

 



xxxi 
 

5.2.5 Volumetric lighting – full resolution – 30 steps - Interleaved sampling OFF 

Single light volumetric lighting with 30 raymarch steps, FULL resolution calculation and interleaved 

sampling off 

 

Total scene GPU time per frame: 13.141ms 

 

5.2.6 Volumetric lighting – full resolution – 30 steps – Interleaved sampling ON 

Single light volumetric lighting with 30 raymarch steps, FULL resolution calculation and interleaved 

sampling on 

 

Total scene GPU time per frame: 13.161ms 
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5.2.7 Volumetric lighting – Quarter resolution – 30 steps – Interleaved sampling ON 

Single light volumetric lighting with 30 raymarch steps, Quarter resolution calculation and 

interleaved sampling on 

 

Total scene GPU time per frame: 8.556ms 

 

5.2.8 Volumetric lighting – Quarter resolution – 30 steps – Interleaved sampling ON –  

Blur ON 

Single light volumetric lighting with 30 raymarch steps, Quarter resolution calculation and 

interleaved sampling on 

 

Total scene GPU time per frame: 14.638ms 
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5.3. Conclusion 

Looking at the results the volumetric lighting without optimisations is slow. With the original 

scene taking 4ms and then 25ms with volumetric lighting the normal costs are huge. When 

the step count is lowered to 30 from 100, the GPU time is almost halved, but artefacts begin 

to appear and the result looks a little weird. This would be even more apparent on smaller 

resolutions. Also, with smaller objects in the scene artefacts would be even more apparent as 

the longer steps would be much more likely to miss them. The interleaved sampling helps a 

lot with these artefacts with negligibly small cost to the GPU. Reducing resolution calculation 

and using a bilateral up-sample to upscale it again seems to have very little impact on quality 

with a significant impact on speed. Overall the optimisations help a lot, as taking the initial 

scene render time away from these values shows us that the volumetric lighting was taking 

about 21ms without optimisations, but this was reduced down to 4.5ms with the reduced 

calculation resolution and the interleaved sampling which allowed for reduced raymarch 

steps. The blurring helps a little with artefacts, but its performance seems to be below 

expectations as it is too slow and ads a significant amount of calculation time. In some cases, 

it appears that it is more efficient to increase sample count and turn off the blur. It’s also 

possible that downscaling the result, blurring it and then up-sampling it again with the 

bilateral sampling might actually give better performance with unnoticeable quality 

difference. Higher resolutions also seem to make the blur less needed and so the option was 

added to activate the blur separately for each up-sample stage if the user wished. 
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6. Conclusion 

The aim of this document and project was to identify if volumetric lighting could be 

implemented in the Unity game engine with an acceptable level of performance and quality 

for real time applications such as games. The development hit many issues, doesn’t work for 

directional lights and has too many graphical artefacts for spotlights, however, the project 

was successful in showing that the performance level and quality of a volumetric lighting 

implementation in unity is achievable as the point lights work really well.   

 

With more time directional light support could be added, as all that is needed in order for 

them to work is the addition of sampling the cascade shadowmaps of the directional light to 

find if the light is visible, as its intersection length is simply the distance from the camera to 

the max range set for volumetric light. Spotlights can also be fixed by finding a way to calculate 

with higher precision variables in shaders. 

 

Although the performance didn’t meet the project aim of taking 1.5ms and instead took 4.5ms 

in tests, the volumetric lighting is still at useable levels for real-time applications as a real-

time application running at 30 frames per second would have a total frame time of 33.3ms.  

 

The project had many roadblocks, the biggest of which were Unity’s lack of documentation 

for the majority of their shader functions and the lack of debugging available to shaders. 

Another which cost a lot of time was working out the spotlight intersection calculations as 

there were not many resources for the specific case of finding an intersection length of a ray 

through a cone while knowing such little information to use as variables. 

 

Overall the project was very interesting as it needed the use of many different techniques 

which required a lot of research. The results look beautiful and are a substantial improvement 

to standard lighting. 
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